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Bad response time 

Provisioning for dynamic workloads is hard! 

Solution: Adaptive controller 
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Related work 

ÅExisting research 

ïCluster management  

ïLoad balancing 

ïResource allocation & scheduling 

ïQoS differentiation 

ÅOur contribution: Adaptive resource control  

ïQuantitative model of system behavior 

ïFine-grained, adaptive control 

ÅNo wastage of resources 

ÅHigh throughput, low response time 

ÅQoS differentiation 
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Response time ratio is more controllable than loss ratio 

Non-Linear 
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ÅAdjusts to varying demand 

ÅMaintains goal utilization 

ÅKnobs to control aggression (Kp) 

ÅProven stable [Wang DSOMô05] 
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Evaluation 

ÅMulti-tiered systems 

ï2 HP Proliant servers 

ïApache + MySQL 

ïXen 3.0 with SEDF scheduler 

ÅClients 

ïRUBiS: auction client 

ï2 RUBiS clients:  500 é 1000 threads 

ÅCan we maintain 70% QoS ratio ? 
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Conclusion 
ÅAdaptive control of virtual data center 

ïGood application performance 
ÅHigh throughput 

ÅLow response time 

ïGood utilization 
ÅMaintain goal CPU utilization 

ïQoS differentiation 
ÅMaintain goal QoS ratio 

ÅProject page: 
http://kabru.eecs.umich.edu/twiki/bin/view/Main/
DynamicControl 

ÅE-mail: ppadala@eecs.umich.edu 

ÅQuestions ? 

http://kabru.eecs.umich.edu/twiki/bin/view/Main/DynamicControl
http://kabru.eecs.umich.edu/twiki/bin/view/Main/DynamicControl
mailto:ppadala@eecs.umich.edu
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Enterprise data centers 

ÅLarge data centers  

ï100s/1000s of nodes 

ïShared infrastructure 

ïRun critical applications 

ïShould meet service levels 

ÅProblems 

ïPower costs 

ïManagement costs 

ïPoor utilization 

ïUnmet service levels 
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Solution: Consolidate ! 
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Arbiter controller features 

ÅIs an integral controller 

ÅDecides final shares based on QoS 

differentiation goals 

ÅIntegral gain: knobs for aggression 

ÅStable ï gain value based on model 
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Questions  
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